
The Digital Troubadour

Sangita Ganesh, Nicolas Gold, Mateusz Dykiert, Ardis Butterfield, Helen Deeming

Introduction

Medieval song has been studied for many years to understand the relationship between 
the texts and the music they are set to (see for example Chen[2]), since there is no 
deterministic link between the notation of text, musical notes and performance. Since 
recordings of medieval songs dating from the time they were written cannot exist, this 
interpretative gap must be filled in other ways. Fundamentally, this is a problem of text 
to tune alignment.

To help scholars explore the different ways in which performances might have been 
undertaken, the project employs genetic algorithms,  to evolve and output performances 
of medieval songs, given randomly generated candidate performances.  The algorithm 
utilises fitness functions to score potential performances based on criteria gained from 
the user.  Once a set of good performances (solutions) had been generated and rendered 
into readable music, they were then presented to the user for further evaluation.

In text-tune alignment, one must consider cases in which the music has more notes than 
syllables or more syllables than notes. We also take into account that start and end notes 
must be aligned with the corresponding syllable in the stanza and line level of the music. 
For purposes of analysis and generation, the song 'Worl des blis' set by Arundel, was 
used in this project.

Methodology

Genetic Algorithms

In genetic algorithms, a population of strings (chromosomes) encode candidate 
solutions.  These solutions are then evolved towards better solutions, based on a set of 
fitness functions.  Evolution happens by generation.  In each generation the fitness of 
every individual in the population is computed, the best individuals are then selected and 
modified by the genetic algorithm operators (crossover, mutation), and form a new 
population.  The new population is then used in the next iteration of the algorithm. 
Termination occurs when the maximum number of evolutions have been reached, it is 
possible that this may lead to the problem of a satisfactory solution not having been 
reached.

A standard representation of solutions are arrays of bits, although this can vary 
depending on problems.  Arrays are generally used due to their fixed size, making 
alignments more easier, facilitating simplicity in crossover.

The fitness function is defined over the representation and defines the quality of a 
solution. It indicates how close a solution comes to meeting a preferred specification.

Once we have the genetic representation and the fitness function defined, the genetic 
algorithm proceeds to initialize a population of solutions randomly, then improve it 
through the application of mutation, crossover, and selection operators.



In the context of our problem, genetic algorithms were chosen for the purpose of 
evaluating whole stanzas at once, through global search. The criteria we have provided 
us with a large search space, hence making genetic algorithms applicable to the problem.

Representation and Encoding

Since manipulating music can be difficult from a technical perspective, a simple, easily 
programmable representation of the score must be used for effective utilisation of the 
algorithm.  It was decided that an ordered integer array would depict a solution, array 
indices represent notes, and the values that are stored represent syllables.  For example, 
a value of 1 corresponds to the first syllable in the music, a value of 2 corresponds to the 
second and etc.  Furthermore, to provide a representation for all possible solutions, we 
must overcome the problem of notes > syllables and syllables > notes.  For this, we had a 
double representation array, the first two array positions matching the first note,the 
second two array positions matching the second note and so on.  However, this encoding 
is not without its limitations, mainly that: 

(no.syllables <= 2 x no.notes)

If this condition is violated, the problem is out of scope for the program, however it is 
adequate for the provided medieval music.

Additionally, the program works on two levels, stanza level and line level.  The input is 
two text files, one with syllables and the other with notes for a stanza.  Thus, to calculate 
fitness functions and manipulate the representation at line level, a '#' is used in the files 
to denote the end of a line.

Fitness Functions

In order to illustrate the fitness functions the following terms must be defined.

Let SE denote a pair of array entries.
Let SE1 denote the first value in the pair.
Let SE2 denote the second value in the pair.

Event:
(Number of times the value of one array entry does not equal the value of the next array 
entry) + 1

Singing Event: 
2 Array entries where SE1 = SE2 and SE falls on an even index position (0,2,4...)

|1 array entry where SE1 != SE2
| >2 array entries where for all pairs (SEa,SEb).  SEa=SEb  and

    length(pairs of joins) mod 2= 0

Non-Singable Event:
Array entries which are not in sequential order

| 2 Array entries where SE1 = SE2 and SE falls on an odd index position (1,3,5...)
| Given the above rule, SE1 is not attached to a pair of array entries (Sea,SEb),       
    Starting on an even index position where SEa =Seb.



This gives way to the following fitness functions:

1. Favour solutions that have larger joins on the penultimate syllable in a line.
2. Favour solutions that have more joins in the second half of a line.
3. Favour solutions that have more joins in the second half of a stanza.
4. Heavily penalise solutions with non-singable events.
5. Heavily penalise solutions that do not align ends of lines.

These are then computed using the subsequent calculations:

1. No. notes on penultimate syllable/ No. notes on line
2. No. joins in second half of line/No. events in line
3. No. joins in second half of stanza/No. events in stanza
4. No. non-singable events/No. events
5. No. alignments/No. lines

In the cases of 1 and 2, the line level ratios are found and then the average of these are 
computed and returned.

Implementation

jMetal, an object oriented Java based framework, was the main tool used in the 
development of this project. The metaheuristics were aimed at solving a single-objective 
optimisation problem, and genetic algorithm operators were modified accordingly to suit 
the problem.  The following classes formed the basis of the project.

GeneratorjMetal (package jmetal.music):   This class takes in the syllables and notes text 
files and returns a random array that represents the solution.

IntSolutionType (package jmetal.base.solutionType): This class allows to define variable 
types of the solution and create them using the createVariables() method. The 
GeneratorjMetal class is fed into this method to characterize the solutions, which are an 
array of integers.

MedievalSong (package jmetal.music): In jMetal, algorithms solve problems. The class 
MedievalSong defines the problem in this project, and as per jMetal it inherits from the 
class Problem.  MedievalSong contains the method evalute() which receives a candidate 
solution to the problem.  Each solution is  wrapped by the wrapper class Xint provided by 
jMetal, this ensures easy manipulation of the solution and calculation of the fitness.  This 
solution is then evaluated using fitness functions with the subsequent weightings:

Overall Fitness =  -f1 - f2 - f3  + (4 * f4 ) + (6*(1-f5))

With f1-f5 corresponding to the fitness functions 1-5 as defined above.  In addition, with 
the way that jMetal works, the lower the fitness value the better the solution, hence the 
negative weighting for the preferred attributes of the solution.

After the fitness is computed, it is stored into the solution by the setObjective method.  

Evaluator (package jmetal.music):  The Evaluator class defines the methods that are 
used to calculate the fitness functions in MedievalSong. The methods receive an Xint 



which can be manipulated in a similar way to integer arrays.  An Evaluator object is 
created in MedievalSong, and the methods from Evaluator are called on the wrapped 
solution.

TSPGA_main (package jmetal.metaheuristics.singleObjective.geneticAlgorithm):  The 
main class that runs the program. It executes, the ssGA algorithm, a single-objective, 
steady state, genetic algorithm.  Moreover, it holds calls to the genetic algorithm 
operators used in the problem and the associated probabilities.  Crossover is done by 
SinglePointCrossover, which ensures that crossover only occurs at even boundaries. 
Mutation is done by BitFlipMutation, which mutates a value to either the value before, 
after or the value itself in an array. Selection is taken care of by BinaryTournament.  In 
addition to the genetic operators, the main class also holds the number of evaluations 
and the size of the population, and writes good solutions and their corresponding fitness 
to text files. The file VAR holds the solution and FUN holds the fitness.

Results

As a sample of some of the results that were provided, the first two lines of the Arundel 
setting of Worl des blis is used in this example, and is considered as one stanza for the 
purposes of simplicity.

Syllables: 

Worl des blis ne last no thro we # it went and wit a wey a non #

Here we have 16 words, hence they will be represented by the numbers 0-15 , the first 
word being represented by 0 and so on.

We also have 29 notes, thus using the double representation array, we will have 58 array 
positions

Running the algorithm provides the following as a suitable solution

0 0 0 0 0 0 1 1 2 2 3 3 4 4 5 5 5 5 6 6 6 6 6 6 6 6 7 7 8 8 9 9 9 9 9 9 10 10 11 11 12 12 13 13 
13 13 14 14 14 14 14 14 14 14 14 14 15 15 

With a corresponding fitness value of: -4.184523809523809 

This is calculated as per the fitness equation outlined above.  For example 6 and 14 
represent penultimate syllables in a line, they take up a larger number of array positions 
so a larger number of notes are 'joined', thus this solution is favoured  in regards to the 
first fitness function, which is incremented accordingly.

The second and third fitness criteria are also satisfied.  If they are considered on line 
level there are more joins in the second halves of lines and on stanza level, the second 
half of the stanza (essentially the second line in this case) has more joins. Therfeore, f3 
would return a value of 8/9 , there are 8 joins and 9 events in the second half of the 
stanza.

The fourth fitness function, looks for non-singable events. Given this example there are 
no non-singable events, hence f4 would take a value of 0.



Finally, f5 looks for alignments. In this case, the last syllable of a line is aligned with the 
last note of a line, (7 is at the 28th array position, alternatively the 14th note and 15 occurs 
at the 58th array position, or the 29th note).  This gives f5 a value of 1; substituting this into 
the fitness equation, gives that portion of the equation a value of 0 : (6*(1-1)).  Thus, the 
solution is not penalised for alignment.

The solution is then rendered into musical form by LilyPond, the double resolution array 
is collapsed, with two array positions corresponding to a single note, and notes are tied if 
the same syllable occurs at the array positions for the notes.

Conclusion

In summary, we have used genetic algorithms to align syllables with notes at a line and 
stanza level for medieval music.  This allows the suitability of various interpretations of 
medieval song to be assessed, giving scholars insight into how these songs may have 
been performed.  Experiments on the Arundel setting, have shown that the algorithm 
works well for the given criteria.  However, in the future, the approach may need to be 
modified if we receive more performance norms, since the search space will be 
significantly reduced.  This gives way to the possibility of conditional probability being 
applied to music, this would more easily satisfy any constraints that emerge from the 
requirements that force a smaller search space.  In addition, we can also develop the 
project to make suitable solutions be output as song using the Vocaloid software.  This 
will provide more focus on the aesthetics of the music.

Fundamentally, this project has brought together three research disciplines, (music, 
literature and computer science), and has used new techniques to solve the problem of 
text-tune alignment in an interdisciplinary space.
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